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EFig. 1: By adding a conditioning instruction prompt, IPAdapter-Instruct combines
multiple image conditioning methods for easier handling and more efficient training.

Abstract. Diffusion models continuously push the boundary of state-
of-the-art image generation, but the process is hard to control with any
nuance: practice proves that textual prompts are inadequate for accu-
rately describing image style or fine structural details (such as faces).
ControlNet and IPAdapter [39] address this shortcoming by condi-
tioning the generative process on imagery instead, but each individual
instance is limited to modeling a single conditional posterior: for practi-
cal use-cases, where multiple different posteriors are desired within the
same workflow, training and using multiple adapters is cumbersome. We
propose IPAdapter-Instruct, which combines natural-image conditioning
with “Instruct” prompts to swap between interpretations for the same
conditioning image: style transfer, object extraction, both, or something
else still? IPAdapterInstruct efficiently learns multiple tasks with mini-
mal loss in quality compared to dedicated per-task models.
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1 Introduction

The field of image generation has received fresh impetus from diffusion model
theory. Modeling image generation as an iterative process that reverses the dif-
fusion of images into pure noise, diffusion models have achieved state-of-the-art
performance in image generation tasks. They have proven to be more robust
to train than the previous GAN-based state-of-the-art models, and to be more
widely applicable in practice: a key aspect of which is the ease of class-free condi-
tioning of the generation on text prompts using classifier-free guidance, offering
unprecedented control over the output image.

However, the common proverb “An image is worth a thousand words” is as
relevant as ever: crafting text prompts that result in exactly the desired image
is a non-trivial task, referred to as prompt engineering. Even when the desired
image is clear in the mind of the user, it is difficult to express it in such a way
that the model output replicates it accurately; expressing intent through images
is often far more intuitive than through text. This concept has spurred the
development of image-based conditioning such as ControlNet |43] and IPAdapter
[39] approaches. From scribbles and sketches or stylistic examples to many other
modalities: these methods allow users to express their intent in the image domain,
where spatial information and stylistic cues can be more easily conveyed. Yet in
practice every instance of these methods only offers a single way of guiding the
generation based on the image prompt: when a user wishes to alternate between
different ways of conditioning or combine them, each of the models needs to be
trained separately. Managing the various models to correctly combine them and
switch between them is complex and cumbersome.

We aim to tackle the ambiguity of conditioning with images. In the case of
ControlNets, which condition the image generation on e.g. canny edge maps, or
depth images, or normal images, the intention of the user is unambiguous: “gen-
erate an image such that <modality> extracted from it matches my condition
image”. However, when conditioning with natural RGB images, the intention is
unclear: is the user asking for generated images that have similar style? That
contain the same object? That are set in the same background? That have the
same composition? We propose IPAdapter-Instruct as a solution: a single
model that can be textually instructed how to interpret the condition image, a
task for which text instructions are well suited. Training such a model to handle
multiple conditioning aspects is not only feasible, but even results in a flexi-
ble model that is on-par with task-specific models, as we show in our ablation
experiments.

We discuss how to condition on this text instruction, as well as train a specific
instance with five ways of interpreting the condition image: total replication (as
the original IPAdapter [39]), transferring the style, replicating the composition,
placing an object in a new image, and placing a person in a new image.
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2 Related Work

2.1 Diffusion Models

Diffusion models generate images conditioned on text by learning to reverse
a gradual diffusion process [11,31,132], typically in a latent-pixel domain for
its efficiency and low-level prior [6,/25]. Unfortunately, these diffusion models
are costly to train: because of memory and computational requirements, and
because of the need for immense volumes of training data [30]. While much work
is focused on inference speed or distillation into smaller models, we consider those
efforts orthogonal to our work and omit the relevant literature for brevity’s sake.

However, the text prompts that condition these models are finicky and in-
accurate for conveying user intent 37|, with some authors instead “translating”
user prompts into model-aligned “system language” [8}/42]. Although negative
prompts provide additional control, they can interfere with the original prompt
or even be ignored [2], while still being restricted in their expressiveness. These
difficulties imply a need for more expressive control, which we believe to be in
images. Therefore, we now discuss both image-based conditioning for diffusion
models and diffusion models for image-to-image translation tasks.

2.2 Image-based Control for Diffusion Models

IPAdapter [39] comprises a small neural translator to project from the input
image’s embedding, such as from ViT-H/14 [3] CLIP |23|, onto the embedding
space used by the text encoder; the network cross-attends to these novel em-
beddings in additional cross-attention layers similar to those of the text prompt,
effectively enabling it to use an image as prompt input. IPAdapter is trained
to reproduce the input image exactly — only “by coincidence” is the emergent
behavior of the model to flexibly transfer the style and content of the condi-
tion image to the output images. Our IPAdapter-Instruct approach both makes
the desired behavior explicit (through an “Instruct” prompt) and supervises the
various behaviors directly during training (through task-specific datasets).

UnCLIP-based Approaches [24] retrain the base model to reproduce an
image based on its CLIP embedding, similar to IPAdapter, but replace the text
prompt with the image condition completely, attaining a single mode of control
over the output. Since the entire model is retrained for this purpose, it risks
catastrophic forgetting of the original model’s capabilities, and is incompatible
with other residual changes to the base model such as LoRA’s [14]: we instead
prefer to build off IPAdapter for keeping the base model intact.

Composer Models [15] retrain the diffusion model by conditioning it on a
large set of control signals automatically extracted from the target image that
intend to exhaustively describe it, with the individual conditioning modalities
assumed to be unambiguous in their intention. While this method offers the
highest level of control, the entire model must be retrained to achieve this (similar
to unCLIP), resulting in no compatibility with other models (such as LoRAs)
and no straightforward way to retrain an existing model.
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InstantStyle [36] conditions the output on the style of an input image with-
out training. To do so, the CLIP space embedding of its textual description is
subtracted from that of the image to obtain a “style direction vector” in CLIP
space: the text prompt cross attention layers in some blocks are then extended
to also attends to this style vector. While this model is neither explicitly trained
to model the conditioning process, its success is undeniable. We integrate this
task (by generating a task dataset using InstantStyle) into the training process
for only a small overhead, as part of the general training procedure.

ControlNet [43] functions by cloning the base model’s encoder. The clone’s
inputs are replaced with the conditioning image, and its outputs are added as
residuals to the original model’s hidden states |41,[43]. Compared to IPAdapter,
ControlNet input modalities tend to vary more widely: canny edge responses,
normal maps, densely encoded poses, etc. While ControlNet models are mostly
task-specific, but ControlNet++ [17] flexibly handles multiple input modalities:
but as there is little ambiguity between the various conditions, they found no
need for an “Instruct” prompt. We find that these models implement much more
spatially localized control over the output compared to IPAdapter, while being
more flexible and interoperable than the image-to-image models discussed below:
ControlNets are compatible with IPAdapters, as they both keep the base model
intact and only perform residual edits on the base model’s hidden states.

2.3 Image-to-Image Diffusion Models and Instruct-based Control

Image-to-image models address pixel-aligned problems that largely preserve the
input, such as inpainting [20,27], image restoration [527/38], superresolution [16],
or depth estimation [29]. They shine on tasks where the output is pixel-aligned
to the input and the task is clearly expressed in text form. We instead focus on
tasks where the output can and should vary drastically from the input, while
the task cannot be clearly expressed in text form alone (e.g. identity or style).

Palette |27] and InstructIR [5] show that a generalist model outperforms
task-specific models. While the former doesn’t require instruction as its inputs
are characteristic to each task, InstructIR [5] conditions on the noise model with
text-based soft task routing — similar to the cross attention to our proposed
instruction, although our instructions are separated well enough in CLIP space
(Fig. [4) that we do not require the dedicated projection layer like InstructIR.

For more high-level image translation tasks, InstructPix2Pix [4] finetunes a
base model to reinterpret its text prompt to perform e.g. object replacement or
style transfer, losing compatibility with pre-trained LoRAs and ControlNets in
the process. InstructPix2Pix is trained on Prompt2Prompt |9] outputs, maxi-
mally preserving the input images in a pixel-aligned way. InstructPix2Pix found
multiple guidance necessary to handle the dual image and instruction conditions:
IPAdapter and our proposed IPAdapterInstruct again benefit from a frozen base
model, which allows a scale factor on the residual connection to control the
influence of conditions.
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3 Method

3.1 Preliminaries

Diffusion models [|11}31,32] iteratively generate images by gradually denoising
pure noise — they are trained to reverse a diffusion process that gradually trans-
forms an image into noise (typically white Gaussian noise). We write the forward
noise process as starting from the data distribution zy ~ p(z) and ending with
pure noise samples zr ~ N(0,I), over the course of T' time steps. The immediate
forward process is formally specified as

241 P(Zt+1|zt) =N (\/at+1zt> (1- Oét+1)1) ) (1)

where a; denotes the so-called noise schedule. Given this forward process, the
diffusion model is trained to model the immediate denoising distributions, noted
as p(z¢|z¢+1). During training, time steps are randomly sampled, and we directly
supervise p(z¢|z¢41) by first sampling p(z¢|z0), 20 ~ p(z) followed by zi41 ~
p(zt41|z¢). Luckily, the exponential nature of additive white Gaussian noise
implies a closed-form direct conditional z; ~ p(z¢|z¢) which means that sampling
p(zt|z0) is constant-cost in terms of ¢. By iteratively running the diffusion model
for subsequent time steps, we can sample from the full generative model, written
as

1
Plzolzr) = H Plze — 1]2¢), zp ~ N(0,1). (2)
T

As completely unconditional sampling is not very useful, diffusion models
are trained to condition the generative distribution on an auxiliary input text
prompt 7, modeling instead p(zo|zr,T), a technique known as Classifier-Free
Guidance |12]. An TPAdapter model [39] provides further controllability by ad-
ditionally conditioning the generative model on a condition image C to model
p(zolzr, T,C). In practice, it leverages a pre-trained text-conditioned model
and adds a cross-attention layer to the (projected) image condition after ev-
ery prompt cross-attention layer. The base model is kept frozen to preserve its
generative performance and expressivity. The condition image is encoded into the
low-dimensional CLIP space [23]. This low-dimensional embedding does not con-
tain pixel-accurate information, but rather a high-level semantic representation
of the image with concepts of composition, style, subject, and object identities.

IPAdapters are trained by first sampling a data element zy and then setting
C = zy. I.e. the model is only supervised to (attempt to) reproduce the condition
image exactly — even though this is not the (only) intended use-case. Although
the model is never trained to produce images with a different caption than the
condition image, it shows emergent capabilities to do exactly that: it tends to
generate images with the same style, composition, and identities as the condition.
However, it lacks any controllability of these aspects, and sometimes fails any or
all of these aspects, depending on the text prompt.
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3.2 Instruction-guided Image Conditioning

As discussed in Sec. [2]and Sec. [3.1] existing techniques that condition on images
do not provide a clear way to control the condition’s influence on the output:
especially for natural condition images, there is no one way of incorporating
their information and content. Instead, we let the user clarify intent through
an additional “Instruct” prompt Z, which we will refer to as the instruction or
instruct prompt to distinguish it from the text prompt T. This means we now
model the probability distribution p(z¢|zr,7T,C,Z). We consider the original
IPAdapter |39] an instantiation of this model where T =“Reproduce everything
from this image” — our approach models a wider posterior of which IPAdapter
is a marginal. In this paper we discuss five distinct generation tasks for the joint
IPAdapter-Instruct model:

Replication: variations of the condition (as IPAdapter),

Style: an image in the style of the condition,

— Composition: an image with the same structure as the condition,
Object: an image containing the object in the condition, and

— Face: an image containing the face of the person in the condition.

Given proper datasets and training procedures, five separate IPAdapter in-
stances could well handle each of these tasks: but that workflow is cumbersome,
both at training time and at inference time. Instead IPAdapter-Instruct is trained
for all tasks simultaneously, making training the entire task set more efficient and
making inference more practical. Furthermore, multi-task learning has proven to
be beneficial in many contexts |40]. Sec. outlines the model architecture in
detail before Sec. exhaustively outlines each of the above tasks and their
training supervisiong.

3.3 Model architecture

Our model architecture is based on the transformer projection model from
IPAdapter+ [39]. We first discuss the original IPAdapter+ architecture, followed
by our modifications.

IPAdapter+ adds a cross-attention layer to a projected encoding of the condi-
tion image after every cross-attention to the text prompt 7, as shown in Fig.
The condition image is first encoded to the CLIP domain and then projected to
an [PAdapter+-specific space with single linear layer before passing through a
small transformer model as shown in Fig. [3|

Introducing the instruction. For IPAdapter-Instruct, we’ve modified the
projection transformer model to introduce an additional attention layer at every
iteration that also attends to the CLIP embedding of the instruction, as shown
in Fig. |3l In this way, the model is granted the capacity to extract the relevant
information (per the instruction) from the condition embedding.
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Fig. 2: IPAdapter(+) and IPAdapter-Instruct both inject the conditioning in the same
way, using an additional cross-attention layer after every text prompt cross attention
layer. Only the way the condition is condensed into conditioning features differs, as
discussed in Sec. and shown in Fig. [3| The original network weights (including the
text prompt cross-attention) are kept frozen and only the new cross-attention is being
learned.

Encoding the instruction. We have chosen to encode the instruction using
a text embedding model, embedding it into the same space the condition image
is being embedded into by the original IPAdapter(+) model. Given the discrete
nature of our task set, we could also learn task-specific embeddings for each
of the tasks, and use those instead. However, by leveraging the powerful pre-
trained ViT-H/14 [3] model, we benefit from the semantic richness of the CLIP
embedding space and from representing both the instruction and the condition
in the same space. Although we do not investigate it in detail in this work, our
intuition is that this leads to more flexible and robust instruction understanding
and provides a better starting point for additional future tasks.

3.4 Tasks and Dataset Generation

We build a dedicated dataset for each of the distinct tasks, which we discuss in
detail below. For the instruction prompts, we generate example instruct prompts
for each task using a large language model (LLM) : these prompts are ran-
domly sampled during the training procedure. To ensure that each task is well
identifiable in CLIP space, we assign a keyword to each task and remove any
instructions that contain a keyword from another task. Figure [d] shows a t-SNE
visualization of the instruction’s embeddings for each of the tasks (as well as the
“average” instruction used in the ablation studies). Example entries from all of
these datasets are shown in Fig.
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Fig. 3: The architecture of IPAdapter+’s Fig.4: t-SNE visualization of the CLIP
condition image projection (orange), and embeddings of 1000 instruction prompts
our architecture with the additional at- per task in our dataset. Note how well
tention layers to the instruct prompt the tasks are delineated, despite their
(green). All layers within the transformer spread. Hard-coded prompts for the ab-
are residual layers. lation study are shown as crosses.

Image replication As in [PAdapter’s training procedure, the goal is to cre-
ate slight but subtle variations of the input image. As this mode replicates
IPAdapter’s original behavior, we expect the same emergent capability to re-
use this mode of instruction for other tasks. To create the training dataset,
we use JourneyDB dataset, collecting 42,000 random examples with their
original text prompts. The instruction prompts are generated by querying Chat-
GPT4 to “Generate ways to describe taking everything from an image of
varying lengths, do not use the words composition, style, face or object”.

Style Preservation In style preservation, the user wants to extract only the
style of the condition image and apply it to a new image — although this is not
well-defined, it is taken to encompass the color scheme and general art style. Iden-
tities, layout and composition are not intended to leak into the generation. In or-
der to create the style training dataset, we start from the ehristoforu/midjourney-
images [13| style dataset and a large-scale art dataset . The condition images
are sampled from the style dataset, whereas the target images are created us-
ing InstantStyle with prompts from the art dataset and the condition as
the style source. I.e. this mode is supervised to generate images as InstantStyle
would. The instruction prompts are generated by querying ChatGPT4 to “ Gen-
erate ways to describe taking the style from an image of varying lengths, do not
use the words composition, object, face or everything”. This dataset consists only
of 20000 examples, as InstantStyle is computationally expensive and slow.



IPAdapter-Instruct 9

Transfer th . )
Absorb all elements ransier pae Unravel pizza from Retain visual [...] Manifest the facial
Rk distinctive style : S .
of the picture. the image [...] composition. details [...]

a pile of chocolate Native American A photograph [...]
chip cookies shaman [...] dog human subject

(a) (b) ©) ) (@)

Image replication Style transfer Object extraction Composition Face extraction

Fig. 5: Example dataset entries for each of the five tasks. Instructions and prompts
are shortened for print.

Object Extraction Here, the goal is to place the object from the condition in a
new scene, preserving its identity as much as possible, similar to MagicInsert .
We generate this dataset based on COCO : for 35000, as condition, we crop
out the relevant object and (if necessary) pad with a random color. The target
image is the original dataset image, for which a text prompt is provided by
GPT4o0 . The instruction prompts are generated by querying ChatGPT4 to
“Generate ways to describe taking an object from an image of varying lengths,
do not use the words composition, style, face or everything”. To provide more
semantic information (which the typical user will have access to) to the image
projection layer from Fig. [3] we replace the ‘object’ keyword in the instruction
with the name of the object.

Structural Preservation Finally, we also create a dataset for structural preser-
vation. This is intended to replicate the behavior of a scribble ControlNet
model, which generates images with similar canny edge profiles as the condi-
tion, but without having to explicitly generate those edge images first. For the
scribble dataset, we use the CommonCanvas dataset |7] and generate new target
images using the lllyasviel/sd-controlnet-scribble ControlNet from their canny
edge maps and original prompts— the original images themselves are used as
the condition. The instruction prompts are generated by querying ChatGPT4
to “Generate ways to describe taking the composition from an image of varying
lengths, do not use the words style, object, face or everything”.
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Identity Preservation As humans are extremely sensitive to facial features, we
also create a dedicated dataset for face preservation using CelebA [19]. We sam-
pled 40000 matching image pairs, and GPT4o |21] provided the text prompts.
Half of the condition images were zoomed in on the face in order to focus even
more on facial features. The instruction prompts are generated by querying Chat-
GPT4 to “ Generate ways to describe taking the face or identity from an image of
varying lengths, do not use the words composition, style, everything or object”.

3.5 Training Process

Our training process follows IPAdapter |39] training procedure, using the datasets
discussed in Sec. The base model of choice is StableDiffusion 1.5 |25] for
its excellent balance of output diversity, controllability and accessibility — it
remains a staple model in the community for these reasons. The base model
remains fully frozen, and we initialize the original IPAdapter elements from the
IPAdapter+ weights for SD1.5 [33]. Most of the new residual layers are initialized
with white noise (¢ = 10™*). The final activation are zero-initialized to initialize
replicating the base IPAdapter.

For the main model, we use a batch size of 512 and a learning rate of 107°
for a total of 100000 steps. For the ablation studies, to stymie the cost, we use
a batch size of 64 and a learning rate of 10~7 for a total of 100000 steps —
visually, the results have already converged and further training is unlikely to
impact our ablation conclusions. Similar to IPAdapter [39], we find that for user
inference the impact of the residual connection from the IPAdapter needs to be
scaled back 20%-40%, to avoid overpowering the text cross attention.

4 Experiments and results

4.1 Datasets and metrics

Section [3] already discussed the dataset creation and training procedures in de-
tail. For each of the task datasets, we hold out a validation set of 1000 images
for quantitative and qualitative evaluations. We use the following metrics for
evaluating each of the tasks:

— CLIP-I [39]: cosine similarity between the generated image and the condi-
tion, to indicate how much information was passed from the condition to the
generation.

— CLIP-T |39]: ClipScore [10] between the generated image and the original
caption of the condition, to indicate the success of the replication task.

— CLIP-P: ClipScore [10] between the generated image and the user text
prompt, to indicate how well the text prompt was followed for the non-
replication tasks.

— CLIP Style Score (CLIP-S): cosine similarity between (a) the gener-
ated image’s CLIP embedding minus its text prompt’s CLIP embedding and
(b) the condition image’s CLIP embedding minus its known text prompt’s
embedding, motivated by InstantStyle [36]’s performance, to indicate style
transfer success.
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Fig. 6: Qualitative comparison of our proposed IPAdapter-Instruct model to task-
specific models. We omit the Replication task as we compare against the base
IPAdapter+ model in Fig. [0] Performance is similar, but occasionally the joint model
leaks unintended aspects — Sec. @ shows that further training resolves this.

4.2 Compared to task-specific models

We compare the performance of our model to that of models that were trained
on each of the tasks specifically. Please refer Fig. [] for qualitative examples of
the different models, and to Tab. [I| for a quantitative overview.

We see that our proposed model is on-par with or slightly better than the
single-task models, while condensing them into a single model. As Fig. [7] shows,
the model trains just as fast as the single-task models, but for all tasks simul-
taneously. This drastically decreases total training time and cost for the entire
task set — aside from simplifying inference code handling.

4.3 Compared to a fixed instruction set

We ablate the choice to generate random prompts for the individual tasks rather
than use a single, hard-coded, instruction prompt for each task. In the latter case,
Tab. [T]shows that the random prompts are more effective than the fixed prompts
— we intuit that this is because the model is forced to leverage similarities
between the various tasks to some extent, when various wordings of different
tasks are close-by in the prompt embedding space. Furthermore, we show in
Fig. [8] that the effect of varying the instruction for a given task has only a
minimal, if noticeable, effect, allowing for minor output exploration.
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Table 1: Quantitative comparison of our IPAdapter-Instruct model to task-specific
models, and to a model trained and evaluated with hardcoded queries. Very little
quantitative difference is found so that we prefer the single joint model with flexible
instruction queries. Higher is better for all of these metrics.
Style Object
CLIP-S CLIP—P‘CLIP—I CLIP—P‘
1.0988 | 0.7615 [0.7670 ; 0.6351

1.1171 1 0.7776 | 0.80401 0.6402
1.1141 1 0.7810 0.80291 0.6408

Faces

CLIP-1 CLIP-P
0.5154, 0.6012
0.5264 1 0.5976
0.5159 0.6009

Composition

CLIP-I CLIP-P
0.7337, 0.6424
0.70821 0.6517
0.7151' 0.6517

Replication ‘

CLIP-I CLIP-T
0.9152] 0.8523
0.90981 0.8542
0.90861 0.8528
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Fig. 8: Rewording the instruction prompt

tion scores in function of training step for
the (a) style and (b) face tasks, and note
that the joint model’s training is on par
with the single-task training speed.

for style copy (a, b) and face transfer (c, d),
drawn randomly from validation instruct
prompts, shows a much more subtle impact
than varying initial noise.

4.4 Qualitative results for the main model

Finally, Fig. [0] provides qualitative results for our proposed approach against
IPAdapter+ and InstructPix2Pix. We see that it is hard to guide IPAdapter-+
towards specific use-cases, whereas our model is easily controllable through the
instruction. It succeeds only when the user intent is clear: when the input image
and prompt match perfectly the user requires a slight variation of the condition,
and when they do not match at all the user requires style transfer. It is also sub-
optimal at face identity, although our method shows that the CLIP space can be
pushed much further. InstructPiXZPixEl struggles when the output should differ
significantly from the input (as expected) and neither can it retain facial iden-
tity, but it shines when only minor additions or edits to the input are required.
We find that its general output quality is slightly lower, which we attribute to
fine-tuning versus freezing the base model.

! We evaluate only the available pretrained network . Retraining InstructPix2Pix
with our datasets is an option, but we consider it out of scope for this manuscript.
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Fig. 9: Qualitative examples of the proposed approach compared to IPAdapter+
and InstructPix2Pix . IPAdapter fails whenever the user intent is not clear, while
InstructPix2Pix fails whenever the output should differ significantly from the input.
Please refer to Sec. @ for a detailed discussion.
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Style Scribble Face Pose

Female Chef Female Firefighter

(a) Combining IPAdapter-Instruct with a style (b) Similarly, we can use IPAdapter-Instruct
instruction and a scribble ControlNet to with a face extraction instruction in combina-
only control style without bleeding other con- tion with a pose ControlNet for fine-
cepts from the condition works extremely well. grained control over the final pose.

Fig. 10: Examples of the interoperability of IPAdapter-Instruct with ControlNets for
the underlying image diffusion model.

Finally, similar to IPAdapter but contrary to InstructPix2Pix, we retain com-
patibility with ControlNet and LoRA models, as seen in Fig. Our model
succesfully conditions the generation process as before, while the ControlNets
offers pixel-precise guidance.

5 Conclusion, Limitations, and Future Work

In this work, we have introduced IPAdapter-Instruct to disambiguate user intent
when conditioning image diffusion models on input images: by introducing an
instruction prompt that specifies user intent, this joint model can be trained
efficiently without losing performance. This compacts multiple adapters into a
single prompt and image combination, while retaining the benefits from keeping
the base diffusion model intact, such as remaining compatible with its LoRAs.

We found the main limitation to be the creation of the training datasets: it
is time-consuming and strongly restricted by source data availability, but has a
significant impact on the task performances. They also clearly impose biases on
the conditioning model: style transfer is biased towards MidJourney , face
extraction works best on real photos, and — most strikingly — object extraction
benefits significantly from colored padding of the inputs.

We find that our model struggles most with the composition task: even when
structure is preserved, it tends to bleed style. This is not unexpected: the com-
position task (as pixel-precise guidance) is arguably better suited for ControlNet
or InstructPix2Pix. We envision future work to combine both InstructPix2Pix
and IPAdapterInstruct into a single instruction-conditioned model.
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